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Private Information Retrieval
pri·vate in·for·ma·tion re·triev·al

[
prahy-vit in-fer-mey-shuh n re-tree-vuh l

]
Noun. A database technology that protects its users’ privacyprotects its users’ privacy by
hiding their interestshiding their interests from the database server operator(s).
Abbreviation: PIR

Bob queries for record i . . .Bob queries for record i . . .
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The trivial PIR construction

- Database sends everything to Bob
=⇒ communication cost is{\Huge ...}

- Non-triviality: communication cost must be o
(

database size
)

Three approaches:Three approaches: 1. cryptography
2. replication + noncollusion
3. trusted hardware

I seek a record from your database.
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The databasedatabase as a matrix
high school linear algebra ⇒ Non-private database queries

+Shamir secret sharing

- Encode each record as string of “words” from FF
- Pad all records to fixed length (s words)

- Arrange as rows of a matrix in Fr×sFr×s

-

- Robustness:Robustness: query succeeds despite some Byzantine servers

position i

~ei =
〈

0 0 ··· 1 ··· 0 0
〉

~ei X =
〈

xi1 xi2 xi3 ··· xis

〉

X
=

xr1 xr2 xr3 xr4 xr5 xr6 · · · xrs

...
...

...
...

...
...

. . .
...

x31 x32 x33 x34 x35 ∅ · · · ∅

x21 x22 x23 x24 x25 x26 · · · x2s

x11 x12 x13 x14 ∅ ∅ · · · ∅
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The queryquery as a matrix

Q =


~ei1
~ei2...
~eiq

=


0 1 0 · · · 0
0 0 1 · · · 0
...

...
...

. . .
...

0 0 0 · · · 0



Q X =


xi11 xi12 xi13 · · · xi1s
xi21 xi22 xi23 · · · xi2s...

...
...

. . .
...

xiq1 xiq2 xiq3 · · · xiqs



X
=

xr1 xr2 xr3 xr4 xr5 xr6 · · · xrs
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Impact to privacy & robustness

` = t + q + v + 1` = t + q + v + 1
where

- ` =` = number of servers
- t =t = collusion threshold (for perfect privacy)
- q =q = rows retrieved per query
- v =v = Byzantine robustness bound

∴ fixed (`, t) ∧ ↑q ⇒ ↓v∴ fixed (`, t) ∧ ↑q ⇒ ↓v

5 / 10



Sacrificing robustness
2007: (Goldberg, Oakland 2007)

`̀ servers & tt privacy =⇒ v < `− b
√
` t cv < `− b
√
` t c=⇒ v < `− b
√
` t cv < `− b
√
` t c robust

2012: (Devet, Goldberg, and Heninger, USENIX Security 2012)

`̀ servers & tt privacy =⇒ v < `− t − 1v < `− t − 1=⇒ v < `− t − 1v < `− t − 1 robust

There is no shortage of
robustness to sacrifice.
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Impact to throughput & overhead
Assume fixed: number of servers `̀, privacy threshold tt

Fact 1
Coalitions of tt or fewer servers cannot distinguish between
single-block and multi-block queries

⇒ no change in per-server communication/computation cost⇒ no change in per-server communication/computation cost

Fact 2
The user obtains a factor qq more bits of useable data with a
multi-block query as compared to with a single-block query

⇒ factor q increase in throughput/decrease in overhead⇒ factor q increase in throughput/decrease in overhead
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PIR with variable record lengths

xr1 xr2 xr3 xr4 xr5 xr6 xr7 ∅

x31 x32 x33 x34 x35 ∅ ∅ ∅

x21 x22 x23 x24 x25 x26 x27 x2s

x11 x12 x13 x14 ∅ ∅ ∅ ∅

Records padded to fixed length:Records padded to fixed length:

response size

≈≈

longest record size

⇒
xr4 xr5 xr6 xr7 ∅

x34 x35 xr1 xr2 xr3

x27 x2s x31 x32 x33

x22 x23 x24 x25 x26

x11 x12 x13 x14 x21

No padding:No padding:

response size

≈≈

1
q (longest record size)
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Also in the paper

- Rationality-based argument to
support trading off some robustness

- Derivations for optimal parameter

- Extensions to symmetric PIR (SPIR)
and priced symmetric PIR (PSPIR)

- Performance measurements / a pretty
graph
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Takeaways

1. Multi-block PIR queries: retrieve q
blocks for cost of one

2. There is plenty of robustness to go
around

3. PIR can model real databases

4. PIR-based applications may be on
the horizon
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The aforementioned “pretty graph”
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